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Introduction 
IT organizations are turning more and more to VMware Virtual Infrastructure 3 (VI3) 
server virtualization to transform data centers into “service-centric” shared pools of 
resources which can be dynamically aggregated, tiered, provisioned, and accessed 
through an intelligent network. Virtualization of standardized server resources 
dramatically increases performance levels, reduces total cost of ownership (TCO), while 
allowing IT organizations to rapidly deploy and scale resources on-demand to match 
business and application requirements. 
 
A shared storage infrastructure, most commonly Storage Area Networking (SAN) is 
required to implement the most compelling features of VMware VI3, including VMotion, 
Distributed Resource Scheduler (DRS), High Availability (HA), Consolidated Backup, 
and ESX Server-remote boot. Consolidating the virtual servers on one (or more) 
networked storage arrays provides opportunities for cost-effective and simplified disaster 
recovery and business continuity. 
 
The most popular SAN solution not only for VMware ESX Server but for enterprise data 
center storage consolidation is Fibre Channel.  The portability and recovery capabilities 
of VMware implementations rely on external shared storage, and are most effective in a 
SAN connectivity environment. VMware servers typically reside in the main data center 
and draw on enterprise storage resources where Fibre Channel dominates. In addition, 
the high performance delivered by the Fibre Channel protocol is best positioned to serve 
the higher I/O requirements for multiple virtual machines running on a single server. SAN 
connectivity helps enable server virtualization, while server virtualization drives an 
increased need for SAN connectivity. 
 
A major challenge for VMware storage administrators has been the use of the physical 
Worldwide Port Name (WWPN) of the Fibre Channel host bus adapter (HBA) to define 
fabric zones, mask storage LUNs, and configure virtual machines (VMs). In addition, 
VMware administrators have typically defined one zone where all disks are exposed to 
every VMware ESX server to support the VMotion-driven migration of VMs to new 
servers. Such a design creates concerns for safe isolation of RDM disks and requires 
the reconfiguration of the network if more than one zone is defined. The creation of 
virtual ports using NPIV allows VMware administrators to bind VMs to storage and define 
multiple zones using the virtual port parameters, which creates an easier to manage and 
more protected virtualized environment. 

NPIV and Its Use Cases 
N_Port ID Virtualization (NPIV) technology virtualizes the LightPulse physical HBA port 
configured in a point-to-point SAN topology. This HBA virtualization technology allows a 
single physical HBA port to function as multiple logical ports, each with its own separate 
identity. Now, each virtual machine can attach to its own Virtual HBA port (or VPort) 
which consists of the combination of a distinct Worldwide Node Name (WWNN) and up 
to four Worldwide Port Names (WWPNs), as shown in Figure 1.  Storage administrators, 
who deploy VMs, using VMware 
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ESX Server 3.5 Virtual Center, and raw device mapping (RDM), can create virtual 
machines that are easier to manage and maintain. Virtual Center utilizes NPIV to 
generate a unique VPort, which each VM can be persistently bound to and which the 
LightPulse adapter transparently registers with the SAN fabric. 
 
VM-specific boot occurs seamlessly using the defined virtual port. During the Vmotion 
migration of a VM to a new physical server, storage administrators no longer have to 
reconfigure their network settings (i.e. zoning, masking, binding) since they are 
maintained in the logical port configuration. 
 

 
Figure 1.  Virtual Port Attachment by VMware ESX Server 3.5 Virtual Machine (VM) 

 
 

NPIV Use Cases 
IT managers are deploying NPIV with ESX Server 3.5 to enhance their storage 
management capabilities in a virtual server environment. NPIV is most valuable in 
managing storage access for mission-critical, or SLA-driven virtualized environments, as 
opposed to the consolidation of less critical file and print servers, or development and 
test environments. Below are some specific use cases that are now possible with an 
NPIV-enable VMware ESX Server 3.5 deployment. 
 
• I/O throughput, storage traffic and utilization can be tracked to the virtual machine 

level via the WWPN, allowing for application or user-level chargeback. As each NPIV 
entity is seen uniquely on the SAN, it is possible to track the individual SAN usage of 
a virtual server. Prior to NPIV, the SAN and ESX Server could only see the aggregate 
usage of the physical Fibre Channel or F Port by all of the virtual machines running 
on that server, except for some vendor-specific LUN-based tools. 
 

• Virtual machines can be associated to devices mapped under RDM to allow for LUN 
tracking and customization to the application needs. SAN tools tracking WWPN can 
report virtual machine specific performance or diagnostic data. As each NPIV entity is 
seen uniquely on the SAN, switch-side reporting tools, and array-side tools, can 
report diagnostic and performance-related data on a virtual machine basis. 
 

• Bi-directional association of storage with virtual machines gives SAN administrators 
an enhanced ability to both trace from a virtual machine to an RDM (available today) 
but also be able to trace back from an RDM to a 
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• Storage provisioning for ESX Server hosted virtual machines can use the same 
methods, tools, and expertise in place for physical servers. As the virtual machine is 
once again uniquely related to a WWPN, traditional methods of zoning and LUN 
masking could continue to be used, enabling unified administration of virtualized and 
non-virtualized servers. Fabric zones can restrict target visibility to selected 
applications hosted by Virtual Machines. Configurations which required unique 
physical adapters based on an application can now be remapped on to unique NPIV 
instances on the ESX Server. 
 

• Storage administrators can configure Inter Virtual SAN Routing (IVR) in ESX Server 
environments up to the individual virtual machine, enabling large end users to 
reconfigure their fabrics, aggregating islands of storage, fragmenting massive SANs 
into smaller, more manageable ones and assigning resources on a logical basis. 
 

• Virtual machine migration supports the preservation of the virtual port id when the VM 
is moved to the new ESX server. This improves the tracking of the RDMs to VMs. 
Access to storage can be restricted to a group of ESX Servers (VMware cluster) on 
which the virtual machine can be run or migrated to. If the virtual machine is moved 
to a new ESX Server, no changes in SAN configuration would be required to adjust 
for the use of different physical Fibre Channel ports. Provided the zones and LUN 
masking was set up correctly, the virtual port name would stay with the VM as it is 
moved to a new ESX server. 
 

• HBA upgrades, expansion and replacement are now seamless. As the physical HBA 
WWPNs are no longer the entities upon which the SAN zoning and LUN masking is 
based, the physical adapters can be replaced or upgraded without any change to 
SAN configuration. 

NPIV Best Practices  
This section focuses on the steps required to enable the NPIV capability in VMware ESX 
Server 3.5. It assumes familiarity with VMware ESX Virtual Center, including the ability to 
create and configure virtual machines, power them on or off, and virtual server migration 
using Vmotion. For additional assistance, a detailed troubleshooting section is provided 
in Appendix B. 

VMware ESX Raw Device Mapping (RDM) 
VMware ESX Server offers three choices for managing disk access for a virtual 
machine—VMware Virtual Machine File System (VMFS), Network File System (NFS) 
and Raw device Mapping (RDM). Because the NPIV implementation within ESX Server 
3.5 NPIV requires VMs to use RDM or disk access, it is helpful to review the benefits and 
requirements when using RDM in conjunction with NPIV. 
 
Raw Device Mapping enables a virtual machine to have direct access to the storage 
rather than accessing via VMFS. RDM is configured on a per physical storage device 

 Page 4



  

basis, (i.e. a disk or LUN is assigned to one or more virtual machines). A part of a 
physical storage device cannot be assigned to a virtual machine. 
 
An RDM file is a special file in a VMFS volume that manages metadata for its mapped 
device. The mapping file is resented to the management software as an ordinary disk 
file, available for the usual file system operations. To the virtual machine, the storage 
virtualization layer resents the mapped device as a virtual SCSI device RDM file 
containing metadata used to manage and redirect disk accesses to the physical device. 
  
Use of RDM provides the advantages of direct access to a physical device while keeping 
some advantages of a virtual disk in the VMFS file system. In effect, the RDM merges 
VMFS manageability with raw device access. VMware VMotion, VMware DRS, and 
VMware HA are all supported in both RDM physical and virtual compatibility modes.1 
 
Benefits of RDM include: 

• Storage-controlled isolation—RDM and NPIV allow each VM to own a specific 
LUN under control of established storage and fabric security tools, whereas 
VMFS allows partitioning of a LUN across multiple VMs, effectively substituting 
server-based tools for storage and fabric-based tools. 
 

• Performance—RDM and NPIV allow performance for disk access through the 
use of array cache algorithms interacting with one VM-based application only, as 
opposed to shared-LUN environments which diminish array cache effectiveness. 
Additionally, different storage arrays and/or disk types (e.g. Fibre Channel or 
SATA, enterprise or midrange arrays) can be assigned to specific VMs, thereby 
enhancing asset utilization and total cost of ownership. 
 

• P2V Migration—Once the VMware P2V utility builds the VM and loads the OS 
and application into the new VM, RDM allows the contents of the LUNs supporting 
the physical server to be accessed just as they are, without having to copy them 
to a new location and without having to convert them to a new format (e.g VMDK). 
 

• SAN Virtualization—RDM support of NPIV allows VMware environments to take 
full advantage of the quality of service, incident isolation and role-based 
management afforded by Virtual Fabrics, offered by Cisco VSAN and Brocade 
Administrative Domains. 

 
A VM can access a LUN presented through either RDM or VMFS. Both access methods 
can be used in parallel by the same ESX server using the same physical HBA, enabling 
each VM to be managed according to its specific needs. For more information on RDM, 
see the ESX Server 3 Configuration Guide or ESX Server 3i Configuration Guide. 

                                                 
1  For more information on the physical and virtual compatibility modes please refer to the ESX 3.5 configuration guide, 
http://www.vmware.com/pdf/vi3_35/esx_3i_e/r35/vi3_35_25_3i_server_config.pdf, page 117,). 
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Requirements for Using NPIV 
Before attempting to implement NPIV by assigning WWNs to virtual machines, be aware 
of the following requirements: 
 

1. As discussed earlier, NPIV can only be used for virtual machines with RDM disks. 
Virtual machines with VMFS use the WWNs of the host’s physical HBAs. 
 

a. The physical HBAs on an ESX V3.5 Server host, using their own WWNs, 
must have access to all LUNs that are to be accessed by virtual machines 
running on that host.  
 

2. For the implementation of NPIV in VMware V3.5, the physical HBAs on an ESX 
Server host, using their own WWNs, must have access to all LUNs that are to be 
accessed by virtual machines running on that host.  
 

a. ESXV3.5 includes NPIV-compliant Emulex V7.4 HBA drivers. 
 

b. Emulex LightPulse 4Gb/s or 8Gb/s2 Fibre Channel enterprise and 
midrange HBAs  running Firmware Version 2.72a2 (or higher) fully support 
NPIV including Emulex OEM-branded blade Fibre Channel HBAs. 
 

3. VMware Virtual Center 2.5 (the version corresponding to ESX Server 3.5) 
automatically creates WWPN for virtual machines. 
 

a. Virtual Center creates a new, unique Virtual Worldwide Node Name 
(WWNN) from a namespace it has registered with IEEE. 
 

b. Four Worldwide Port Name (WWPN) pairs are generated per virtual 
machine. Each WWPN is automatically associated with a separate physical 
HBA port, automatically configuring each VM for multi-path failover. In the 
case of an ESX server having fewer than four physical ports, the number of 
WWPNs activated will correspond to the available ports. 
 

c. When a virtual machine or template with a WWN assigned to it is cloned, 
the clones do not retain the WWN. 
 

4. Fibre Channel SAN switches used must be NPIV enabled. 
 

a. NPIV compatible switch models include Cisco MDS switches running 
firmware versions SAN 3.0.1 or later, Brocade switches with FabricOS 5.3 
or later, and McData SAN switches with E/OS 9.2.0 or later. 
 

                                                 
2 Emulex LightPulse 8Gb/s Fibre Channel HBAs have been qualified for use with ESX Server 3.5 Update 1. 
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Enabling RDM Storage for NPIV-based VMs 
The process for enabling RDM storage for NPIV-based Virtual Machines is as follows: 
Using Virtual Center/VirtualCenter Client, click on "Create a New Virtual Machine”   
 

• Select "Custom" in the selection and click Next. 
• Select the "Datastore" and Guest OS type. 
• If you are planning to do VMotion on the VM while NPIV is enabled, then use a 

"Datastore" that is shared between the hosts. 
• Click "Next" until you see "Select a Disk" screen. 
• Select "Raw Device Mappings" and click “Next”. 
• Select the “Raw LUN”. 

 
All Logical Unit Numbers (LUNs) displayed on this screen are SAN array-based LUNs. If 
any LUNs are not visible at this stage, please refer to the VMware ESX Server 3.5 SAN 
Configuration Guide (ESX Server 3.5 or ESX Server 3i version 3.5) for specific 
instructions on configuring SAN storage for VMware ESX. 
 

• Click “Next” until you see "Ready to Complete" screen. 
• To add WWNs to the VM, highlight the VM, then click on “Edit Virtual Machine 

Settings “. 
• Click on Options. 
• Click on "Fibre Channel NPIV". 
• Click on "Generate new WWNs". 
• Click "Finish". 
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Figure 2. Creation of an NPIV-enabled VM 
 
At the conclusion of the above sequence of steps, each NPIV-enabled VM has a 
VMware ESX-generated virtual port (Vport) based on a WWNN and WWPN 
combination. To enable multi-pathing, VMware ESX automatically creates up to four 
WWPNs for each VM. By entering the VM properties NPIV option again, one can view 
the addresses assigned. 

Creating an RDM disk for Existing VM 
Allocating RDM-based storage for an existing NPIV-enabled VM requires a variation of 
the command sequence that allows creation of RDM storage concurrent with VM 
creation as described in Appendix A. 
 

• Select “Edit Virtual Machine Settings”. 
• Click on “Add”. 
• Select a Device Type:  Choose “Hard Disk”. 
• Select a Disk:  Choose “Raw Device Mappings”. 
• Select and Configure a Raw LUN:  Select the LUN you want your RDM VM to 

reside on. 
• Select a Datastore:  Choose where you would like to store your LUN mapping. 
• Select Compatibility Mode:  Choose “Physical” or “Virtual”. 
• Specify Advanced Options:  Choose desired Virtual SCSI Node. 
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Setting-up NPIV-Enabled Zoning with Storage Arrays 
Zoning provides access control in the SAN topology. Zoning defines which HBAs can 
connect to which storage processor (SP). When a SAN is configured by using zoning, 
the devices outside a zone are invisible to the devices inside the zone. NPIV enables 
storage provisioning for ESX Server hosted virtual machines using the same methods, 
tools, and expertise in place for physical servers. As virtual machines are uniquely 
related to a WWPN, traditional methods of zoning and LUN masking can be used. 
 
The following set of base-level steps are required to ensure successful VM-based zoning 
for a SAN environment. 
 

• The physical HBAs on an ESX Server host, using their own WWNs, must have 
access to all LUNs that are to be accessed by virtual machines running on that 
host. 
 

• The host type assignment for the physical HBA must be the same as the host 
assignment for the VPort for all the LUNs that are going to be used in NPIV 
configuration. Differences in host assignment are allowed when different storage 
groups are used for assigning permissions for VPort and Physical Port LUNs in 
the storage array. 

 
• LUNs must be presented to physical and virtual HBAs on each host with the same 

LUN ID number. If different numbers are used, the ESX Server hosts do not 
recognize different paths to the same LUN. 

 
• All physical and virtual WWNs have to be defined in the LUN mask at the storage 

array and zoned at the switch to have access to the same storage. 
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Figure 3. Implementing Fabric Zoning Using Virtual HBA® 
 
Implementing LUN masking also requires a specific set of steps for enabling the storage 
array to recognize the NPIV VPort. The critical issue is to have the VPort-assigned LUN 
path visible to the VM at the time it powers up over a VPort. Should the LUN paths not 
be visible, ESX Server will destroy the VPort causing the driver to drop its FDISC login. 
To prevent this cycle, VPort WWNs are programmed into the host groups and LUN 
masking configurations at the storage array prior to powering on the NPIV-enabled VM. 
 
The following, instructions for implementing LUN masking are presented for an EMC 
CLARiiON CX3 storage array, as a case study of NPIV-enabled fabric zoning. LUN 
masking is offered by most other storage array as well; please refer to product-specific 
documentation for additional information. 
 
EMC CLARiiON CX3 – CLARiiON requires the use of LUN masking. The desired 
LUN must both be masked to the ESX server’s physical HBA node and port address, 
and to the NPIV VPort. Having the array mask to the NPIV VPort must be configured 
manually since the array does not recognize the path automatically. 
 
To manually mask an NPIV VPort: 
 

1. Make sure the native HBA on the ESX server is masked to desired LUNs on the 
array. 
 

2. Create the VM and configure the RDM storage. 
 

3. Enable NPIV for the VM in the configuration options. 
 

4. Go into the ESX CLI and record (copy/paste works well here if using a remote 
SSH shell) both the WWNN and WWPN from the VM.vmx file.   
 

5. Using the Navisphere GUI: 
 

a. Right click on the array icon and select “Connectivity Status”. 
 

b. Click “New”. 
 

c. For “Initiator Name” enter the NPIV WWNN and WWPN from the VM.vmx 
file in the following format: 
 

i. WWNN:WWPN or like this example 
“2e:f4:00:0c:29:00:01:73:2e:f4:00:0c:29:00:02:73” 
 

d. Choose “Existing Host” and use the same host name that is currently used 
for the physical HBA path. 
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e. From the Storage Groups tab, select the storage group name and the host 
right click on the host and select “Connectivity Status”.  Click on the new 
host initiator path and select “Reconnect”. 

 
Steps 1 through 3 apply regardless of the array model. Please refer to array vendor-
specific documentation on LUN masking for detailed configuration information. 

Discovering VPorts Using HBAnyware 
On occasion, storage and server administrators may find it convenient to use the Emulex 
HBAnyware® centralized management tool to view the storage path and server 
information related to a virtual port.  Emulex HBAnyware is a powerful management 
platform that enables secure, centralized discovery, monitoring, reporting and 
administration of Emulex HBAs on local and remote hosts.  This cross-platform tool is 
available for download from Emulex’s website at no charge3.   
 
HBAnyware 4.0 offers three views:  Host View, Fabric View, and Virtual Port View.  
VPort information can be accessed from all three frameworks by expanding the HBA 
ports.  By using this feature, administrators can see the complete mapping between the 
server, LightPulse adapter, physical port, virtual port, target and LUN.  
  

 
 

Figure 4. HBAnyware Virtual Port View. 

                                                 
3 To access HBAnyware access the Emulex download landing page at http://www.emulex.com/vmware/support/index.jsp  
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Conclusion 
VMware Infrastructure 3 provides enterprise data centers with NPIV support enabled by 
Emulex Virtual HBA technology. Data centers choosing to deploy VMware ESX Server 
3.5 with NPIV can achieve: 
 

• Lower Total Cost of Ownership (TCO)— Server consolidation with VMware 
enhances total cost of ownership by improving asset utilization and simplification 
of management. When used in conjunction with Fibre Channel and NPIV-enabled 
HBA, a single intelligent HBA port can relay the traffic for multiple virtual 
machines, offloading network processing, thereby allowing for more cost-effective 
servers to be deployed. 
 

• Guaranteed Quality of Service (QoS)— When used in conjunction with fabric 
QoS, each VM can be allocated its own logical HBA port, which creates multiple 
IO paths for traffic prioritization. 
 

• Higher Availability— Multiple logical ports create redundant paths to VMs and 
their data. They also facilitate the use of standard storage and fabric diagnostic 
tools for isolating and resolving issues. 
 

• Role-based Management and Security— Each VM and its associated storage 
are completely isolated from other VMs, under control of the administrator in 
charge of protecting corporate data. 
 

• Simplified Management— Eliminates the need to reconfigure fabric zoning and 
LUN masking parameters during a VMotion migration. 

 
This paper provides an overview of some of the use cases and outlines the steps 
required to deploy NPIV on ESX Server 3.5. Appendix A and B provide information on 
converting from VMFS Disk Image to a Raw Device Mapping and some troubleshooting 
tips. For additional information on implementing NPIV on ESX Server 3.5, please refer to 
the ESX Server 3 Configuration Guide or ESX Server 3i Configuration Guide. 
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Appendix A 
 
Converting a VMFS Disk Image to a Raw Device Mapping (RDM) 
 
A typical scenario will be for a vmfs-based disk image from an existing VM to be used to 
create an RDM-based virtual machine disk (vmdk) (created on a SAN array-based LUN 
visible to the physical HBA port) that gets assigned to the new NPIV-based VM. The 
following steps detail how to accomplish this task. 
When the VM owning the vmfs file is powered-off, use vmkfstools to perform the vmdk 
disk creation via the following command: 
 

#   vmkfstools  –i  <from_disk>  <to_disk>  -d  <rdm: |  rdmp:> 
<device>  

 
where: 
 
<from_disk>:   This is the name of the existing vmfs disk file to be cloned. 
<to_disk>:     This is the name of the new RDM-based disk that is going to be  

created with the disk image. 
<rdm: |  rdmp:>:   The disk type to map via vmfs 
<device>: This is the raw device name of the SAN-based disk Page: 13 

to which the contents of the vmfs disk image are written. 
  
 
The raw name is formatted as: 
 
/vmfs/devices/disks/vmhba<Instance>:<Tgt>:<Lun>:<Partition> 
 
where :  
 
vmhba<I>:  Is the VMware host bus adapter instance corresponding to the 

physical port that can see the SAN disk 
<Target>:    Is the SCSI target id of the SAN disk 
<Lun>     Is the SCSI LUN number of the SAN disk 
<Partition>  is the disk partition number 
 
The following example is a single command line, in which the VM to be updated is 
named “rhel3”. 

#   vmkfstools -i /vmfs/volumes/storage1/rhel3/rhel3.vmdk  
/vmfs/volumes/storage1/rhel3-rdm.vmdk  -d 
rdm:/vmfs/devices/disks/vmhba4:0:0:0 

 
Note: it is assumed that “storage1” is a shared vmfs store in the ESX cluster 
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Appendix B 
 
The focus of this section is on troubleshooting common Virtual HBA set-up problems. 
 

 
Figure 5. Vport Creation Flow 

 
  
 
From the VMware ESX command line interface (CLI), cat the file  /proc/scsi/lpfc/x (where 
x is the vmhba number).  The output should look like the following: 
 
Emulex LightPulse FC SCSI elx_7.4.0.13 
Emulex LPe1150-F4 4Gb 1port FC: PCIe SFF HBA on PCI bus 05 device 00 
irq 121 
BoardNum: 5 
SerialNum: VM61080357 
Firmware Version: 2.70A2 (W3F2.70A2) 
Hdw: 2057706d 
VendorId: 0xf0e510df 
Portname: 10:00:00:00:c9:53:a3:59   Nodename: 20:00:00:00:c9:53:a3:59 
  
SLI Rev: 3 
   NPIV Supported: VPIs max 7  VPIs used 1 
   RPIs max 512  RPIs used 15 
  
   Vports list on this physical port: 
   Vport DID 0x610b01, vpi 1, state 0x20 
   Portname: 24:94:00:0c:29:00:07:0f  Nodename:24:94:00:0c:29:00:06:0f 
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Link Up - Ready: 
   PortID 0x610b00 
   Fabric 
   Current speed 4G 
  
Current Mapped Nodes on Physical Port: 
lpfc5t00 DID 610e00 WWPN 50:00:1f:e1:50:09:e2:9c WWNN 
50:00:1f:e1:50:09:e2:90 
lpfc5t01 DID 620400 WWPN 50:00:1f:e1:50:09:e2:9d WWNN 
50:00:1f:e1:50:09:e2:90 
 
Notice that the SLI Rev: 3 section indicates whether or not the fabric supports NPIV.  If 
the fabric did not support NPIV, the message would indicate: 
 
SLI Rev: 3 
   NPIV Unsupported by Fabric 
   RPIs max 512 RPIs used 8 
 
Q. I have enabled my switch for NPIV but the /proc/scsi/lpfc/x file still says NPIV is 
unsupported by the fabric? 
 
This issue is typically resolved by rebooting the ESX server. Also, it has been observed 
that on some Brocade switches, a soft firmware reset after the firmware load may not 
enable the NPIV feature and that a switch power-cycle reboot may be required for new 
NPIV capable firmware to become effective.  
 
Q. How can I troubleshoot the NPIV fabric login process? 
 
A Fibre Channel analyzer can be used to examine on-the-wire traffic. 
To determine which operations are being used on the ESX host, HBA logging can be 
enabled.  Use HBAnyware to turn on the driver parameter log_verbose and set this 
parameter to 0x4047.  Then, view the log by using the ESX CLI using the following 
command:   
 

#tail –f /var/log/vmkernel 



  

 
 

   . 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
Emulex Corporation. 3333 Susan Street, Costa Mesa, CA  92626 USA  Tel  714-662-5600 www.emulex.com 
Copyright © 2007 Emulex. All rights reserved worldwide. No part of this document may be reproduced by any means 
or translated to any electronic medium without the prior written 
consent of Emulex. 
 
Information furnished by Emulex is believed to be accurate and reliable. However, no responsibility is assumed by 
Emulex for its use; or for any infringements of patents or other rights of third parties which may result from its use. No 
license is granted by implication or otherwise under any patent, copyright or related rights of Emulex.  Emulex, the 
Emulex logo, LightPulse and SLI are trademarks of Emulex.  
 
VMware, Inc. 3401 Hillview Ave. Palo Alto CA 94304 USA Tel  650-427-5000  www.vmware.com 
 © 2007 VMware, Inc. All rights reserved.  VMware, the VMware “boxes” logo and design, Virtual SMP and VMotion 
are registered trademarks or trademarks of VMware, Inc. in the United States and/or other jurisdictions. All other 
marks and names mentioned herein may be trademarks of their respective companies. 
 

 7/08

http://www.emulex.com/
http://www.vmware.com/

	Introduction
	NPIV and Its Use Cases
	NPIV Use Cases

	NPIV Best Practices 
	VMware ESX Raw Device Mapping (RDM)
	Requirements for Using NPIV
	Enabling RDM Storage for NPIV-based VMs
	Creating an RDM disk for Existing VM
	Setting-up NPIV-Enabled Zoning with Storage Arrays
	Discovering VPorts Using HBAnyware

	Conclusion
	Appendix B

